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Day 1
Background
Social influence
WOMM, Viral marketing

Influence maximization
Prior art

Propagation data
Learning influence strength from propagation data
Why it is important, Why it is complicated

Streaming learning of influence strength
Topic-aware social influence propagation models

Direct mining of propagation data for influence maximization
Credit distribution model
Leaders-and-Tribes model

Day 2
Other mining problems with propagation data
Network reconstruction
Influence-preserving network sparsification
Cascade-based community detection
Community detection without the network
Mining summaries of propagations

The Spread of Obesity in a
Large Social Network over 32 Years
5

Christakis and Fowler, New England Journal of Medicine, 2007

Data set: 12,067 people from 1971 to 2003, 50K links

Obese Friend  57% increase in chances of obesity
Obese Sibling  40% increase in chances of obesity
Obese Spouse  37% increase in chances of obesity

Influence or Homophily?
Homophily
tendency to stay together with people similar to you
“Birds of a feather flock together”

Social influence
a force that person A (i.e., the influencer) exerts on person B
to introduce a change of the behavior and/or opinion of B
Influence is a causal process

Problem: How to distinguish social influence from homophily and other factors of correlation
Crandall et al. (KDD’08) “Feedback Effects between Similarity and Social Influence in Online Communities”
Anagnostopoulos et al. (KDD’08) “Influence and correlation in social networks”
Aral et al. (PNAS’09) “Distinguishing influence-based contagion from homophily-driven diffusion
in dynamic networks”
Myers et al. (KDD’12) “Information Diffusion and External Influence in Networks”

Network contagion: other examples
How your friends’ friends’ friends’ affect everything you feel, think, and do
Christakis and Fowler

back pain (spread from West Germany to East Germany after the fall of the Berlin Wall)
suicide (well known to spread throughout communities on occasion)
sex practices (such as the growing prevalence of oral sex among teenagers)
politics (the denser your network of connections, the more ideologically intense your beliefs)

Influence-driven information propagation
in on-line social networks
nice
read

09:00

indeed!

09:30

users perform actions
post messages, pictures, video
buy, comment, link, rate, share, like, retweet

users are connected with other users
interact, influence each other
actions propagate

Opportunities

(science, society, technology and business)
studies and models of human interaction
innovation adoption, epidemics
social influence, homophily, interest, trust, referral

citizens engagement, awareness, law enforcement
citizens journalism, blogging and microblogging

outbreak detection, risk communication, coordination during emergencies

political campaigns

feed ranking, personalization, expert finding, “friends” recommendation

branding
behavioral targeting

WOMM, viral marketing

Social Influence Marketing
Viral Marketing
WOMM
IDEA: exploit social influence for marketing
Basic assumption: word-of-mouth effect, thanks to which actions, opinions,
buying behaviors, innovations and so on, propagate in a social network.
Target users who are likely to produce word-of-mouth diffusion, thus leading
to additional reach, clicks, conversions, or brand awareness

Target the influencers
Sharing and social influence

How frequently do you share recommendations online?

http://mashable.com/2012/08/12/social-music-listening/

Viral Marketing and Influence Maximization
12

Business goal (Viral Marketing): exploit the “word-of-mouth” effect in a social network
to achieve marketing objectives through self-replicating viral processes
Mining problem: find a seed-set of influential people such that by targeting them we
maximize the spread of viral propagations

Hot topic in Data Mining research since 12 years:
Domingos and Richardson “Mining the network value of customers” (KDD’01)
Domingos and Richardson “Mining knowledge-sharing sites for viral marketing” (KDD’02)
Kempe et al. “Maximizing the spread of influence through a social network” (KDD’03)

Influence Maximization Problem

following Kempe et al. (KDD’03) “Maximizing the spread of influence through a social network”

Given a propagation model M, define influence of node set S,
σM(S) = expected size of propagation, if S is the initial set of active nodes

Problem: Given social network G with arcs probabilities/weights,
budget k, find k-node set S that maximizes σM(S)

Two major propagation models considered:
independent cascade (IC) model
linear threshold (LT) model

Independent Cascade Model (IC)
14

Every arc (u,v) has associated the probability p(u,v) of u influencing v
Time proceeds in discrete steps
At time t, nodes that became active at t-1 try to activate their inactive
neighbors, and succeed according to p(u,v)
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Linear Threshold Model (LT)
15

Every arc (u,v) has associated a weight b(u,v) such that the sum of incoming
weights in each node is ≤ 1
Time proceeds in discrete steps
Each node v picks a random threshold θv ~ U[0,1]
A node v becomes active when the sum of incoming weights from active
neighbors reaches θv
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Known Results
16

Bad news: NP-hard optimization problem for both IC and LT models
Good news: we can use Greedy algorithm

σM(S) is monotone and submodular

Theorem*: The resulting set S activates at least (1- 1/e) > 63%
of the number of nodes that any size-k set could activate
Bad news: computing σM(S) is #P-hard under both IC and LT models

step 3 of the Greedy Algorithm above can only be approximated by MC simulations

*Nemhauser et al. “An analysis of approximations for maximizing submodular set functions – (i)” (1978)

Influence Maximization: prior art
Much work has been done following Kempe et al. mostly
devoted to heuristichs to improve the efficiency of the
Greedy algorithm:
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E.g.,
Kimura and Saito (PKDD’06) “Tractable models for information
diffusion in social networks”
Leskovec et al. (KDD'07) “Cost-effective outbreak detection in
networks”
Chen et al. (KDD'09) “Efficient influence maximization in social
networks”
Chen et al. (KDD'10)“Scalable influence maximization for
prevalent viral marketing in large-scale social networks”
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Chen et al. (ICDM’10) “Scalable influence maximization in social
networks under the linear threshold model”
Goyal et al. (WWW’11)“CELF++: optimizing the greedy algorithm for
influence maximization in social networks”
+ many more in 2011, 2012
Problem: scalability of the Influence Maximization framework
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Information propagation data

Data! Data! Data!
We have 2 pieces of input data:
(1) social graph and (2) a log of past propagations

Social graph G = (V,E)
nodes are users
links represent social ties
can be explicit (i.e., declared friendship) or
implicit (e.g., derived on the basis of shared interests)

can be directed (e.g., I follow you) or undirected (e.g., we’re friends)
when directed:
u12

u45

u45 is a follower of u12

Data! Data! Data!
We have 2 pieces of input data:
(1) social graph and (2) a log of past propagations

Propagation log
It’s a relation L(action,user,time)

Action

User

Time
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7

usual assumptions:
each user performs the same action only once
(if more than once, then we consider only the first occurrence)

the projection of L on the 2nd column is contained in V

Data! Data! Data!
We have 2 pieces of input data:
(1) social graph and (2) a log of past propagations
Putting together (1) and (2) we can consider to have
a set of DAGs
(sometimes a set of trees)

with arcs labeled with elapsed time between two actions
u45
u76
u98

u32
u12
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The global picture for influence maximization
Social graph
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Propagation log
Seed set

Learning influence strength
from propagation data:
why it is important

Prior art typical experimental assessment
Assuming IC (or LT) model,

spread

Greedy
New algorithm

run-time

compare the influence spread achieved by seed sets selected by different algorithms
Spread computed by means of IC (or LT) propagation simulations (lack of ground truth!)

k

k

Using simple methods of assigning probabilities:
WC (weighted cascade) p(u,v) = 1/in_degree(v)
TV (trivalency) selected uniformly at random from the set {0.1, 0.01, 0.001}
UN (uniform) all edges have same probability (e.g. p = 0.01)

Why learning from data matters – experiments
Goyal, Bonchi, Lakshmanan (VLDB’12)

• Methods compared (Greedy algorithm, IC model):
– WC, TV, UN (no learning)
– EM (learned from real data – Expectation Maximization method*)
– PT (learned than perturbed ± 20%)

• Data:
– 2 real-world datasets
– social graph + propagation log

– On Flixster, we consider “rating a movie” as an action
– On Flickr, we consider “joining a group” as an action
– Split the data in training and test sets – 80:20

• Experiments:
1. Seed sets intersection
2. Given a seed set, we ask to the model to predict its spread (ground truth on the test set)

*Saito et al. (KES’08) “Prediction of information diffusion probabilities for independent cascade model”

Why learning from data matters – experiments
1. Seed sets intersection (k = 50)

2. Given a seed set, we ask to the IC model to predict its spread (on the test set)

“Learning Influence Probabilities
in Social Networks”
Goyal, Bonchi, Lakshmanan (WSDM’10)

Learning influence probabilities
Propose several models of influence probability
in the context of General Threshold model + time
consistent with IC and LT models
Models able to predict whether a user will perform an action or not
predict the time at which she will perform it
Introduce metrics of user and action influenceability
high values → genuine influence

Develop efficient algorithms to learn the parameters of the models
minimize the number of scans over the propagation log
Incrementality property

Influence models
Static Models: probabilities are static and do not change over time.
Bernoulli:

Jaccard:

Continuous Time (CT) Models: probabilities decay exponentially in time

Not incremental, hence very expensive to apply on large datasets.

Discrete Time (CT) Models: Active neighbor u of v remains contagious in
[t, t+ τ(u,v)], has constant influence prob p(u,v) in the interval and 0 outside.
Monotone, submodular, and incremental!

Evaluation
– Sample of a Flickr dataset (#users ~ 1.3 million #edges ~ 40.4 million)
– “Joining a group” is considered as action
– #tuples in action log ~ 35.8 million
– split the action data into training (80%) and testing (20%)

• We ask the model to predict whether user will become active or not,
given all the neighbors who are active
– Binary Classification (ROC curve)
Reality
Active

Inactive

Active

TP

FP

Inactive

FN

TN

Total

P

N

Ideal Point
Prediction
Operating
Point

Comparison of Static, CT and DT models

• Time conscious models are better than the static model
• CT and DT models perform equally well
• Static and DT models are far more efficient compared to CT models
because of their incremental nature

Predicting Time – Distribution of Error

For TP cases
X-axis: error in predicting time (in weeks)
Y-axis: frequency of that error
Most of the time, error in the prediction is very small

Learning influence strength
from propagation data:
why it is complicated
(and some preliminary results)

Learning influence strength: some challenges
Privacy
social graph G proprietary and secret (e.g., Twitter)
propagation log L proprietary and secret (e.g., Amazon)
two different parties hold the two pieces of input

Scalability and streaming
we have |E| parameters to learn
propagation log L potentially huge and streaming

Overfitting
we have |E| parameters to learn

Privacy-preserving learning of influence strength
(Tassa & Bonchi – EDBT 2014)

host H
Provider P1

Provider P2

propagation log L1

propagation log L2
social graph G

How the 3 (or more) players can learn influence strength jointly without
seeing each other data?
A typical Secure Multiparty Computation setting.
[Details in the paper]

Learning influence strength: some challenges
Privacy
social graph G proprietary and secret (e.g., Twitter)
propagation log L proprietary and secret (e.g., Amazon)
two different parties hold the two pieces of input

Scalability and streaming
we have |E| parameters to learn
propagation log L potentially huge and streaming

Overfitting
we have |E| parameters to learn

STRIP
Stream Learning of Influence Probabilities
Kutzkov, Bifet, Bonchi, Gionis (KDD’13)

Stream Learning of Influence Probabilities
We adopt the frequentist denition of
Goyal, Bonchi Lakshmanan (WSDM’10)
(presented by Laks on Monday)

Let Au2v(t) be the number of actions that
propagated from user u to user v within time t
and Au|v – the total number of actions performed
by either u or v. Then

pu,v = Au2v(t)/Au|v

Propagation log as a stream
The above definition assumes we know the exact
numbers Au2v and Au|v
In social networks actions are revealed as a stream
of triples (u, a, tu), i.e., user u performs action a
at time tu
Brute-force solution then requires to store all
performed actions for all users. Clearly infeasible
for streams of large volume.
Therefore, we aim at approximating the influence
probabilities.

First solution
(when the whole social graph can be kept in memory)

Count exactly for each user u how many actions
propagate to its neighbor v within time t, i.e.,
compute exactly Au2v(t).

(we have to store all actions performed at most t time units ago)

Estimate the total number of actions performed by
either u or v, i.e., estimate Au|v
(set size estimation in a streaming setting)
(many efficient algorithms)

Experiments with Twitter dataset

“+” Very good approximation, storing the network in RAM does not
dominate the space usage (real graphs are sparse), for small time
threshold t good space usage.
“-” Slow processing time per action (one has to check all neighbors), bad
space usage for large t.

Second solution
(Not storing the whole social graph in main memory)
Intuitively, u and v can perform just one action and have
influence probability 1. We thus need to somehow
store information for each user.
Formally, using a reduction from the Set Disjointness
problem we show the following result:

Let the number of users be n. Any streaming
algorithm which distinguishes with probability at
least 2/3 between the cases (i) there exists an edge
with influence probability 1/2 (ii) all edges have
influence probability at most 1/3, needs Ω(n) bits.

Second solution
(Not storing the whole social graph in main memory)
The lower bound essentially says one cannot obtain
an arbitrarily good approximation using sublinear
memory for all edges, formalizing the intuition that it
is difficult to estimate the influence probabilities
among less active users in a
streaming setting

Second solution
(Not storing the whole social graph in main memory)

The definition pu,v = Au2v(t)/Au|v is almost
identical to Jaccard coefficient for estimating
the similarity between sets A and B.
Jaccard(A, B) = |A∩B|/|A U B|
Min-wise independent hashing
(Broder et al., 2000)
is the de facto standard technique for estimating
the Jaccard similarity in data streams

Min-wise independent hashing. Example.
Similarity in market baskets among supermarket customers.

Alice

Bob

Min-wise independent hashing. Example.
Let h: Items  [0,1] be a random hash function.
Find the 4 items bought by either Alice or Bob with the smallest
hash values:
i) find the 4 smallest hash values for Alice, and the 4 for Bob.
ii) Aggregate the results.
iii) Estimate the similarity.

Min-wise independent hashing. Example.
Let h: Items  [0,1] be a random hash function.
Find the 4 items bought by either Alice or Bob with the smallest
hash values:
i) find the 4 smallest hash values for Alice, and the 4 for Bob.
ii) Aggregate the results.
iii) Estimate the similarity.
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Min-wise independent hashing. Example.
Let h: Items  [0,1] be a random hash function.
Find the 4 items bought by either Alice or Bob with the smallest
hash values:
i) find the 4 smallest hash values for Alice, and the 4 for Bob.
ii) Aggregate the results.
iii) Estimate the similarity.

Alice or Bob:

h(

) = 0.03 h(

) = 0.07 h(

) = 0.06

h(

) = 0.09

Min-wise independent hashing. Example.
Let h: Items  [0,1] be a random hash function.
Find the 4 items bought by either Alice or Bob with the smallest
hash values:
i) find the 4 smallest hash values for Alice, and the 4 for Bob.
ii) Aggregate the results.
iii) Estimate the similarity.

Among the 4 items with the smallest hash
values, only
is bought by Alice and Bob,
thus the estimated similarity is 1/4.

Second solution: Min-wise independent hashing
Store the k actions with the smallest hash values for
each user
After processing the stream, for an edge (u, v) we
count the number of actions among the k actions
with the smallest hash values that propagated
from u to v within time t
For all edges (u, v) with constant influence
probability pu,v, we can obtain a constant factor
approximation with probability 2/3 using O(n log n)
bits and constant processing time per action.

Experiments with Twitter dataset

“+” Good space usage, fast processing time, reasonably good
approximation.
“-” One achieves really good space savings for large streams (average
number of actions per user is a few thousands).

Third solution
(Estimate influence only for active users)
• Often, the most interesting users are the most active
users.
• By sampling only actions a with h(a)<α, for some α = α(k) ϵ
[0,1], we can collect the min-wise samples for the k most
active users.
• Thus, we can estimate influence probabilities pu,v for users
u and v who are among the k most active users.
• Space efficient for small k and highly skewed user activity.
• The results in this section need more thorough evaluation.

Extending the algorithms to sliding windows
• The previous algorithms work for the landmark model,
i.e., we consider the whole stream history.
• However, the influence probabilities may change over
time.
• By combining the algorithms with the exponential
histograms technique for bit-counting in data streams
(Datar et al. SIAMCOMP, 2002), we extend the results for
time-based sliding windows where we consider only
actions performed at most t time units ago.
• Essentially, we obtain the same results, at the price of
multiplicative polylog-factors in the time and space
complexity.

Conclusions and future directions
• The first algorithms for learning influence
probabilities in data streams.
• We preformed only a high-level evaluation of our
algorithms, confirming the theoretical findings.
• We plan to extend the algorithms to handle adaptive
size windows such that the user does not have to
decide in advance the optimal window size.
• The min-wise independent hashing approach can be
distributed such that each processor processes only a
subset of the users.

Learning influence strength: some challenges
Privacy
social graph G proprietary and secret (e.g., Twitter)
propagation log L proprietary and secret (e.g., Amazon)
two different parties hold the two pieces of input

Scalability and streaming
we have |E| parameters to learn
propagation log L potentially huge and streaming

Overfitting
we have |E| parameters to learn

Topic-aware
Social Influence Propagation Models
Barbieri, Bonchi, Manco (ICDM’12)

Topic-aware Social Influence Propagation Models
The bulk of the literature on Influence Maximization is topic-blind:
the characteristics of the item being propagated are not considered

(it is just one abstract item)

Users authoritativeness, expertise, trust and influence
are topic-dependent
Key observations:
users have different interests,
items have different characteristics,
similar items are likely to interest the same users.
Thus we take a topic-modeling perspective to jointly learn
items characteristics, users’ interests and social influence.

Topic-aware Social Influence Propagation Models
(Barbieri, Bonchi, Manco ICDM’12)

We have K topics
for each item i that propagates in the network,
we have a distribution over the topics.
That is, for each topic
we have
with

Topic-Aware Independent
Cascade (TIC)

Topic-Aware Linear
Threshold model (TLT)

Learning problem
Given the database of propagations, the social network, and an integer K
Learn the model parameters, i.e.,
and

We devise an EM algorithm for the TIC model

… but:
TIC has a huge number of parameters
#topics( #links + #items)

The AIR propagation model
Authoritativeness of a user in a topic:
Interest of a user for a topic:
Relevance of an item for a topic:

The AIR propagation model

Item Selection Weight for the
Cumulative influence by neighbors considered topic

Selection scaling factors

[Learning the model parameters: see paper (!)]

Predictive accuracy: selection probability
For any user-item pair ⟨u,i⟩ not observed in the training, such that
the set of potential influencers is not empty, we measure the
degree of responsiveness of the model at the actual activation
time ti(u) (if it exists)

Predictive accuracy: activation time
For each pair ⟨u,i⟩ not observed in the training is evaluated by
comparing the true activation time (if any) with the predicted
activation time.

A Data-Based Approach
to Social Influence Maximization
Goyal, Bonchi, Lakshmanan (VLDB’12)

The global picture for influence maximization
Social graph
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Propagation log
Seed set

What we do in this work: direct mining!
Social graph

MINING

Propagation log

Seed set

Expected spread: a different perspective
Instead of simulating propagations, use available propagations!

sampling “possible worlds”
(MC simulations)

Estimate it in “available worlds”
(i.e., our propagation traces)

The sparsity issue
We can not estimate directly

as:

# actions in which S is the seed-set and u participates
# actions in which S is the seed-set
Too few actions where S is effectively the seed set.

Take a u-centric perspective instead:
Each time u performs an action we distribute influence credit
for this action, back to her anchestors

Credit distribution
Total credit:
• Example: assume that for a given action a we
uniformly split credit among the neighbors that
performed the action before u:

• For a group of nodes S:
• Example:

x

1

0.5

v
1

0.5

0.25

t
1

0.25

w

z
0.25

u

0.25

Basic credit attribution
different models can be plugged here
in this paper we experiment with

time-aware: influence decays exponentially over time
user influenceability:
different users have different level of influenceability.

We learn infl(u) as the fraction of actions that u performs under the
influence of at least one neighbor

Influence Maximization under
credit distribution (CD) model
Influence of a set S on node u

total influence of S

Problem: find S,|S| = k, s.t.
is maximum
NP-Hard
is submodular and monotone
(see proofs of Theorem 1 and 2 in the paper)

Method
we can use the greedy algorithm…

… however the greedy algorithm by itself does not
guarantee efficiency!
we need an efficient way to compute

An efficient way to compute
key theorem:

intuitively, the theorem says that the marginal gain of a node x equals the sum
of normalized marginal gain of x on all actions

we can compute marginal gain analitically:
no need of MC simulations!

Method
1. Scan action log once and compute
for all
triplets (v,u,a)
2. Start greedy with CELF* optimization. To compute
marginal gain use the theorem in the previous slide
3. Once a node is added to the seed set update
and
using Lemma 2 and 3.

* Leskovec et al. (KDD'07) “Cost-effective outbreak detection in networks”

Experiments: quality and efficiency
Datasets:

Dataset: Flixster small

Flixster

Flickr

Experiments: scalability Vs. size of training data

Flixster_Large

Flickr_Large

Effects of truncation threshold
our algorithm needs to store a matrix for
this is potentially in the order of
Observation: total credit decreases sharply
with the length of paths

Idea: ignore values below a given truncation threshold λ

Conclusions
learning from past propagation data matters!
but

learning probabilities + MC simulation process
is computationally expensive
and not necessarily the best choice for effectiveness
(e.g., which propagation model should I use?)

We propose a new approach based on directly mining the
propagation data and the social graph jointly

Credit Distribution (CD) model
“influence” function (i.e, credit) is monotone and submodular
efficient computation of the marginal gain

Leaders and Tribes
Goyal, Bonchi, Lakshmanan (CIKM’08)

Leaders and Tribes: a pattern mining approach*
τ

Given a time threshold τ, in a given propagation,
define the followers of a user u, those ones in
the “subtree” of u, that activate within τ from u.
A user is a leader w.r.t. a given action when the
number of his followers exceeds a given threshold.

Tribe Leaders:
Previous definition does not
force the set of followers for
different actions to be the
same. If we add this constraint
we obtain tribe leaders.

A user to be identified as a leader must act as such
sufficiently often, i.e., for a number of actions larger
than a given threshold.
Additional constraints:
• Confidence
• Genuineness

Develop efficient algorithms that make only a pass over the actions log.
*Goyal, Bonchi, Lakshmanan (CIKM’08) “Discovering Leaders from Community Actions”
(ICDE’09, demo ) “GuruMine: a Pattern Mining System for Discovering Leaders and Tribes”

Experiments

Genuineness: an almost binary concept!
Tribe leaders exhibit high confidence.
Tribe leaders with low genuineness were found dominated by other tribe
leaders present in the same table

Day 1
Background
Social influence
WOMM, Viral marketing

Influence maximization
Prior art

Propagation data
Learning influence strength from propagation data
Why it is important, Why it is complicated

Streaming learning of influence strength
Topic-aware social influence propagation models

Direct mining of propagation data for influence maximization
Credit distribution model
Leaders-and-Tribes model

Day 2
Other mining problems with propagation data
Network reconstruction
Influence-preserving network sparsification
Cascade-based community detection
Community detection without the network
Mining summaries of propagations

Network reconstruction
Gomez Rodriguez, Leskovec, Krause (KDD’10)
“Inferring networks of diffusion and influence”

Inferring the Network
 There is a hidden directed network:
a

c

b
d
e

 We only see times when nodes get infected:



Contagion c1: (a, 1), (c, 2), (b, 3), (e, 4)
Contagion c2: (c, 1), (a, 4), (b, 5), (d, 6)

 Want to infer the who-infects-whom network

Cascade Generation Model
 Cascade generation model:


Cascade reaches u at tu, and spreads to u’s
neighbors v:

 with probability β cascade propagates along (u, v)
and tv = tu + Δ, with Δ ~ f(Θ)
ta

tb

Δ1

e

a

b

c

d
f

Δ2

tc

Δ3

te

tf
Δ4

We assume each node
v has only one parent!

Likelihood of a Cascade
 If u infected v in a cascade c, its transmission
probability is:
Pc(u, v) ∝ f(tv - tu)
neighbors


with tv > tu and (u, v) are

To model that in reality any node v in a cascade can have
been infected by an external influence m: Pc(m, j) = ε

 Prob. that cascade c
propagates in a tree T:

m
ε ε ε

a

b
d

c
e

Tree pattern T on cascade c:
(a, 1), (b, 2), (c, 4), (e, 8)

Finding the Diffusion Network
 There are many possible propagation trees:


c: (a, 1), (c, 2), (b, 3), (e, 4)
a

a

b
d

c
e

a

b
d

c
e

b
d

c
e

 Need to consider all possible propagation trees T
supported by G:

 Likelihood of a set of cascades C on G:
 Want to find:

An Alternative Formulation
 We consider only the most likely tree
 Maximum log-likelihood for a cascade c under a
graph G:
 Log-likelihood of G given a set of cascades C:

Max Directed Spanning Tree
Given a cascade c,
 What is the most likely propagation tree?
where



A maximum directed spanning tree (MDST):
 Just need to compute the MDST of a the subgraph of G induced by c (i.e., a DAG)

Subgraph of G
induced by c
doesn’t have
loops (DAG)

 For each node, just picks an in-edge of maxweight:

Local greedy selection gives optimal tree!

a

3

5
c
1

2
4
d

b
6

Finding the Diffusion Graph
Log-likelihood Fc(G) is monotone and submodular
in the edges of the graph G

Use the greedy hill-climbing to maximize FC(G):
At every step, pick the edge that maximizes the marginal improvement
Marginal gains
b
c
d
a
c
d
e
a
b
b
c
e
b
d

a
a
a
b
b
b
b
c
c
d
d
d
e
e

:
:
:
:
:
:
:
:
:
:
:
::
:
:

12
3
6
20
17
18
1
24
1
35
15
68
16
78
810
7
13

a
Localized
Localized
update
update
Localized
update
Localized
update

b
d

c
e

Sparsification of
Influence Networks
Mathioudakis, Bonchi, Castillo, Gionis, Ukkonen (KDD’11)

Sparsification of Influence Networks
which connections are most important
for the propagation of actions?
keep only important connections
data reduction
visualization
clustering
efficient graph analysis
find the backbone of influence/information networks

Sparsification
social network
set of
propagations

k arcs

p(A,B)

most likely to
explain propagations
(assuming the Independent Cascade model)
B
p(A,B)
A

Sparsification
social network
set of
propagations

k arcs

p(A,B)

most likely to
explain propagations
(assuming the Independent Cascade model)
B
p(A,B)
A

Solution
not the k arcs with largest probabilities!
problem is NP-hard and inapproximable
sparsify separately incoming arcs of individual nodes
optimize corresponding likelihood
dynamic programming
optimal solution
A

B

C

kA + kB + kC

= k

Spine - sparsification of influence networks
http://www.cs.toronto.edu/~mathiou/spine/

greedy algorithm
two phases
phase 1
obtain a non-zero-likelihood solution
(greedy algorithm for Hitting Set problem)

phase 2
add one arc at a time, the one that offers
largest increase in likelihood

(approximation guarantee for phase 2 thanks to submodularity)

Experiments

Application to Influence Maximization

Model-free sparsification
Bonchi, De Francisci Morales, Gionis, Ukkonen
(ECML PKDD’13 – Journal track)

http://francescobonchi.com/

Model-free sparsification: definitions

Model-free sparsification: definitions

The two problems are equivalent:
e.g., if there is an algorithm A that solves MaxCover, then we can solve
MinArcSet calling A while performing a binary search on k.
Both are optimization versions of the same decision problem:

Model-free sparsification: results
We show that when traces are general DAGs,
coverage is neither submodular nor supermodular.
Greedy has no provable quality guarantees.

(Our empirical evaluation shows that Greedy gives very good solutions in practice.)

In some applications the parent of a node in a trace is unique.
We show that if all input traces are directed trees
rooted at the sources, then the coverage function is supermodular.

We develop an algorithm based on recent advances in size-constrained
submodular minimization by Nagano et al. (ICML 2011)
[Maximizing a supermodular function is equivalent to minimizing a submodular function.]

Model-free sparsification: experiments on
network reconstruction

Cascade-based Community Detection
Barbieri, Bonchi, Manco (WSDM’13)

http://francescobonchi.com/

Community detection
the problem of discovering communities in social networks
groups of nodes densely connected internally
large literature in the physics community
(see Fortunato’s survey)
mainly graph partitioning in simple undirected graphs
Recently attracted interest of data mining community:
directed Vs.undirected graphs
overlapping Vs. disjoint communities
simple graphs Vs. graphs with attributes on the nodes

State of the art

?
Individuals and
tendclusters
to adopttruly
the behavior
of their
social peers,
so that
cascades happen
“…cascades
are natural
opposites:
clusters
block
first
locally,of
within
close-knit
become
global
the
spread
cascades,
andcommunities,
whenever a and
cascade
comes
to “viral”
a stop,phenomena only
when they
are able
cross
of these
densely connected clusters of people.
there's
a cluster
that
canthe
beboundaries
used to explain
why."
Easley and Kleinberg book [page 577]

Idea: to model the modular structure of SN and
the phenomenon of social contagion jointly
Input:
directed social graph + a DB of past propagations over the graph
arc (u,v) means that v “follows” u
the DB of propagations is a set of tuples (i,u,t)
representing the fact that u adopted i at time t

Output:
overlapping communities of nodes, that also explain the cascades.
for each node we also learn the level of
active involvement (i.e., tendency to produce content)
and passive involvement (i.e., tendency to consume content)
in each community

How: by fitting a unique stochastic generative model
to the observed social graph and propagations

assumption:

each observed action
forming a link (following somebody), tweeting (original content), re-tweeting
is the result of a stochastic process

observations:

(think about Twitter as an example)

one user belongs to multiple topics/communities of interest
with different levels of active/passive involvement

a link usually can be explained by one and only one community
If I’m actively involved in a community I’m followed, and I tweet
If I’m passively involved in a community, I follow, I re-tweet,
but I’m not followed nor I tweet new content

The CCN Model

(communities, cascades, network)

3 prior components:
the probability Π to observe an action in a community
the level of active Πs and passive Πd interest of each user in each
community
each observed action is explained by the 3 priors

The CCN Model (continued)
(source)

Probability of a link

(destination)

Probability of an action being propagated

(influencer)

(influenced)

Learning the model parameters
The non-linearity of the selection function makes it difficult to
maximize the likelihood
Solution adopted
Generalized Expectation-Maximization + Improved Iterative Scaling
(details in the paper!)

Experimental evaluation: datasets

Digg: social news website
Action (i,u,t) means that user u voted story i at time t
Flixster: social movie consumption (ranting and rating)
Action (i,u,t) means that user u rated movie i at time t
Meme (discontinued): microblogging platforms
Action (i,u,t) means that user u posted meme i at time t
LastFM: social music consumption
Action (i,u,t) means that user u listened to song i at time t

Community structure within the graph and propagations DB
Adjacency matrix (left) and the influence matrix (right)
The influence matrix records for each cell (u,v) the number of actions for
which the model infers that u triggered v’s activation

Observations
All the matrices reflect a community structure that is inferred by both he
action log and the graph: blocks are clearly visible in both the adjacency
and the influence matrices.
The matrices exhibit a diagonal structure,
a clear indication that users are mainly
bound to a single community.

Other blocks can be detected: since communities model links and
actions, some users are likely to assume different roles in more than one
community.

Community structure within the graph and propagations DB

Although users tend to belong to different communities,
their influence is strong only in few of them

Characterizing the communities
In how many communities users and items tend to
participate?
The participation in a community can be inferred by the parameter:

Link Prediction

(Preliminary results to be presented in the extended version)

CCN directly models links probabilities:

Conclusions and future (on-going) work
CCN: a probabilistic framework for modeling links in a
social graph and propagation cascades jointly
Users may belong to multiple communities, in which they exhibit
different degree of active and passive involvement
Many details left uncovered in the presentation:
How do we pick the number of communities?
Learning time?
See the paper for details and many more experiments.
CCN can be used to analyze propagation patterns:

How does information spread across the network?
Which communities are more likely to be reached by a diffusion process that start
in a particular community?
Detection of influencers and susceptible user for each community
Application to Influence Maximization

And what if the social graph is not available?
Detecting communities by mining the propagation log only
“Influence-based Network-oblivious Community Detection”
a.k.a.
“Community detection without the network”
Barbieri, Bonchi, Manco
(ICDM 2013)

Influence-based
Network-oblivious
Community Detection
Barbieri, Bonchi, Manco (ICDM’13)

http://francescobonchi.com/

The task of detecting close-knit communities of like-minded
people in on-line social networks has plenty of applications in
marketing and personalization.

If a user responded positively to a
certain campaign:
TARGET USERS IN THE SAME
COMMUNITY.
By homophily one can expect similar users to be more likely to
be interested in the same product than random users.
If more users in the same community adopt the same
product, this might eventually create a word-of-mouth buzz.

The companies that would mostly benefit from knowing the
structure of the social network often do not have access to
the network!

How can we detect communities when the social graph is not
available?
A company advertising or developing applications over an on-line
social network owns the log of user activity that it produces.
Exploit the phenomenon of social contagion to detect
communities.

Influence-driven information propagation.
Users performs actions (likes, purchases, shares, tweets) and those
actions propagate across the network.
A Propagation model governs how influence propagates across a
network.
Independent Cascade Model:
When a node (v) become active it is considered
contagious and it has a single chance to
activate each inactive neighbor (u) with
probability pv,u.
As information spreads over social connections, the network
naturally shapes the process of information diffusion.

Stochastic Framework for Network Oblivious CD.
Our framework assumes the
existence of an unobserved
social network having a modular
structure.
We assume that user activities are governed by an underlying
stochastic diffusion process over the unobserved social network.
Each user is associated with a level of membership and influence
in each community.
We can model the behavior of users by exploiting the standard
mixture modeling approach:

Community-Independent Cascade (C-IC).
Generalization of the IC Model: each new active user v exerts her
influence globally, with a strength that depends on the community
k of the targeted node.

Probability that some of the
potential influencers in activating u

Probability that none of the the “out-ofreact” influencers succeeds in activating u

Modeling temporal dynamics with C-Rate.
The likelihood of an activation can be formulated by applying
survival analysis:

Evaluation on Synthetic Data.
We use a generator of benchmark
graphs[1], which generates directed
unweighted graphs with possibly
overlapping communities.
• Number of nodes = 1000;
• Average in-degree = 10;
• Maximum in-degree = 150;
• Min/max of the community sizes = 50/750.
The four networks differ on the percentage μ
of overlapping memberships.
• Propagation cascades are generated
according to the Net-Rate propagation
model.
• The transmission rate for each link is
sampled from a Gamma distribution
(shape=2, scale=0.3).
[1] A. Lancichinetti and S. Fortunato. Benchmarks for testing community detection algorithms on directed and weighted
graphs with overlapping communities. Physical Review E, 80, 2009.

Results.
Baseline Models
• Based on network reconstruction
(assuming a dense graph):
• Inference for the IC Model[2];
• Net-Rate[3];
• Communities are detected by
applying METIS[4] on the
reconstructed graph.
• Multinomial EM

[2] K. Saito, R. Nakano, and M. Kimura, Prediction of information diffusion probabilities for independent cascade model.
KES’08.
[3] M. Gomez-Rodriguez, D. Balduzzi, B. Schölkopf. Uncovering the Temporal Dynamics of Diffusion Networks. ICML 2011.
[4] G. Karypis and V. Kumar, A fast and high quality multilevel scheme for partitioning irregular graph.; SIAM Journal on
Scientific Computing, vol. 20, no. 1, pp. 359–392, 1999.

Evaluation on real data.
Twitter data
•
•
•
•

Number of nodes = 28,185;
Number of links = 1,636,4511;
Number of propagations (urls) = 8,541;
Tweets = 516,412.

Internal density is an order of magnitude higher than the density of
the whole graph (0.0041).
Modularity and the diagonal block structure of the incidence matrix
confirm the existence of a good community structure.

Mining Summaries
of Propagations
Macchia, Bonchi, Gullo, Chiarandini (ICDM’13)

http://francescobonchi.com/

What we do in this paper
Given a database of propagations
(a propagation is a DAG)
Examples:
Information propagating through the links of a social network
Users browsing through the structure of a website

Mine summaries of propagations
(a summary is a set of propagations + a ranking on nodes)
such that propagations in the same summary:
1) involve (more or less) the same population of nodes
2) exhibit a similar hierarchical structure

Application scenario 1
Information propagation in social networks
(e.g., by means of re-tweets)
Summary =
group of information memes that propagate in a similar way
They interest the same set of people
They follow similar influence paths
(probably they are topical-coherent)

The rank of the nodes tells us who are
the “early adopters” or “trendsetters”

Application scenario 2
Browsing session analysis
(users navigating through the pages of a website)
Summary =
group of browsing sessions which have a similar structure
Useful for website usage analysis and re-organization:
How a specific group of users access the websites
Which pages are good “entry-points”
What is the typical structure of sucessful sessions
(e.g., the ones ending with a purchase)

Example of summary from Wikipedia browsing
A summary is represented by its union graph
whose nodes are labeled by the ranking
1
Seven Wonders of
Ancient World

2

Great Pyramid
of Giza

3

Freemasonry

4

Hanging Gardens
of Babylon

5

Mausoleum at
Halicarnassus

Statue of Zeus at
Olympia

6

7

Lighthouse of
Alexandria

Parthenon

8

9

Colossus of
Rhodes

Propagation data
v2

v1

v3

Ω
v2

v3

v4
v4
v5

v6

v7

v5

v1
v1

Ω

Ω

v2

v2

v4
v3

v5

v7

v6

v7

v6

Summary
Given a database of DAGs
A summary is a set of DAGs
We represent a summary by its union graph
v1

Ω
v2

v3

Ω

v2
v3

v4
v5

v5

v7

v6

Desired properties of a summary
1) involve (more or less) the same population of nodes

Constraint: j(S) ≥ β
2) exhibit a similar hierarchical structure
propagations in the same group should have (more or less)
the same partial order of nodes
(the same early and late adopters)

We borrow the graph-theoretic concept of

agony

Agony of a directed graph
M. Gupte, P. Shankar, J. Li, S. Muthukrishnan, and L. Iftode
“Finding hierarchy in directed online social networks” in WWW, 2011

Given a directed graph

and

a ranking function

r(u) < r(v) expresses the fact that u is “higher” in the hierarchy than v,
i.e., the smaller r(u) is, the more u is an “early-adopter”.
If r(u) < r(v), then the arc v → u causes “agony”
Agony of G w.r.t. ranking r:

Agony of G :

Agony of a directed graph
0
1

a DAG defines a partial order over its nodes
so DAGs are always agony-free
2

but
3
when we join multiple DAGs in a summary
4
cycles might arise
FACT: any directed cycle containing k arcs always induces an agony of k
6-2+1 = 5

Computing the minimum agony ranking
The number of possible rankings is exponential
however
finding a ranking of minimum agony can be done in polynomial-time
M. Gupte, P. Shankar, J. Li, S. Muthukrishnan, and L. Iftode
“Finding hierarchy in directed online social networks” in WWW, 2011

Decompose the input graph G into a DAG D and a graph H
that corresponds to
the maximum (in terms of number of arcs) Eulerian subgraph of G
(an Eulerian graph is a graph in which the indegree of each node is equal to its outdegree)

Time complexity

Problem statement
a constrained pattern mining problem
find all the summaries that satisfy two constraints
j(S) ≥ β and a(G(S)) ≤ α
moreover to avoid redundance
we want only the maximal ones

Search space is the lattice

Downward-closure property
Jaccard is monotone
T⊃S
then
j(S) ≥ j(T)
Agony is monotone
T⊃S
then
a(S) ≤ a(T)
We can use the “apriori trick”!

Algorithm Bottom-Up

A priori-like
Smart generateCandidates exploiting the Jaccard constraint
Check first Jaccard, then agony

Algorithm Bottom-Up: analysis

+
(1) Exploits the Apriori trick for both Jaccard and Agony
(2) Simple and easy to implement

(1) Performs many unneeded computations of Agony
(2) Space complexity is high:
It requires to keep in memory the union graph of all candidates of the
current level for Agony computation

Algorithm Up&Down

Bottom-up breadth-first
visit using only Jaccard
Identify the elements in the border of
Jaccard that do not satisfy Agony

Top-down breadth-first
visit using only Agony

Algorithms comparison
Up&Down typically performs
less Agony computations than Bottom-Up
with benefits in terms of
Runtime
Memory requirements
However, in some cases
(depending on the selectivity of the two constraints)
Bottom-Up can be preferrable:
e.g., small α and/or small β

Experiments
Datasets used

Number of maximal summaries (LastFM)

Max(avg) number of nodes/arcs of summaries (LastFM)

Experiments
Runtime (LastFM)

THANKS!
Twitter: @FrancescoBonchi
email: bonchi@yahoo-inc.com

http://francescobonchi.com/
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